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1. Service description 

1.1. Scope 

This revised SLA applies to the “Euler” cluster managed by Scientific IT Services (SIS). 

The “Leonhard Open” cluster has been integrated into Euler in September 2021 and no longer 
exists as a stand-alone system. 

The “Leonhard Med” platform is subject to a specific SLA. 

1.2. Definitions 

Cluster: ensemble of compute nodes connected together via one or more dedicated networks 
and attached to a globally-accessible storage device. A cluster is operated and presented to the 
user as a single logical system. Unless mentioned otherwise, “cluster” refers to Euler. 

Compute node: individual computer containing one or more processors, random-access 
memory (RAM), local storage device(s) and one or more network interfaces. 

Customer: a person or entity who has purchased the service described in this SLA. 

Data: information imported into, stored or processed in, or exported from a cluster. 

Data category: classification of data according to their confidentiality level — public, internal or 
confidential — as defined in Art. 22 of the Directive for Information Security at ETH and as 
specified in the Acceptable Use Policy of Leonhard Med (links to these documents are provided 
in Section 7.2 below). 

Elasticity: the extent to which a customer may overuse their share of a cluster in case of 
higher-than-average computing needs (peaks). 

Group: a research group from ETH or from a collaborating institution using the cluster for a 
specific project. 

Guest: a person who has been granted free access to the cluster, subject to some limitations. 

Resource: physical / abstract cluster component, such as processor core / CPU time, RAM / 
virtual memory, storage / file system, network / bandwidth, etc. 

Share: the resources in the cluster purchased by a customer. 

Shareholder: a person or group who has purchased a share of the cluster, and by extension, a 
user affiliated with that group. 

User: a person using the service as a customer or as a guest. 
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1.3. Paid vs. free service 

The service is based on a pre-pay model whereby a customer buys the right to use a “share” of 
a cluster’s resources (compute nodes possibly together with storage) over a fixed period of time. 

Customers who need more resources can increase their share at any time. 

Any member of ETH may use the Euler cluster as a guest, subject to technical constraints 
(Section 2.4) and limitations in service availability and support (“best effort”). 

Guest users who need more resources than available for free can become customers. 

2. Benefits for the customer 

2.1. Overview 

We offer a scientific IT platform for High Performance Computing, Big Data and Artificial 
Intelligence applications. The platform provides access to compute and storage resources and a 
wide range of centrally maintained scientific software, both open-source and commercial. 

The platform also provides a complete software development environment, including compilers 
and libraries, for those users who wish to develop their own programs or compile third-party 
applications that are not provided centrally. 

Users can access the cluster, import data, run complex scientific computations in batch mode, 
review the output data interactively on the cluster, and export them for post-processing and/or 
archiving. 

2.2. Functionality 

2.2.1. Access 

Euler is open to all members of ETH. 

Customers must use an ETH group (LDAP) to define who can use their share of the cluster. 

The procedure to create ETH groups (LDAP) is described on the Scientific Computing wiki: 

https://scicomp.ethz.ch/wiki/Managing_ETH_groups 

Users can login using their ETH user account for web applications and the corresponding 
password (LDAP). Their account on the cluster is created upon first login (once their identity has 
been verified) and activated after they have accepted the usage agreement. 

2.2.2. Scientific computations 

Users encapsulate their scientific computations into “batch jobs”. A job is typically a command, 
programs or script, which take some data files and parameters as input, perform computations 
serially or in parallel, and produce some output files. The resources required for a given 
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computation, such as number of processors, run-time, memory, scratch space, etc., are part of 
the job’s definition and must be specified by the user. 

All jobs on the cluster must be submitted to the batch system, which analyses their resources 
requirements, compares them to the resources available on the cluster, and allocates them in 
the best possible way. This ensures that the cluster’s resources are used as efficiently as 
possible. Jobs that cannot be started immediately — for example because the resources they 
require are currently in use by other jobs, or because their owner is already using all the 
resources that he/she is allowed to — are placed in a queue for later execution. 

2.2.3. Fair share resource allocation 

The allocation of cluster resources is based on a “fair share” mechanism, which ensures that 
every customer gets, on average, an amount of resources corresponding to their share of the 
cluster. The batch system keeps track of the resources used by each customer and every user 
within that customer’s group, both in the past and in the present, and adjusts the respective 
group and user priorities accordingly. When a customer uses more than its share of the cluster, 
its group’s priority goes down; and it comes back up when the customer uses less than its share. 
This mechanism is applied hierarchically to all groups, sub-groups (if applicable) and users. 

Whenever two or more jobs submitted by users in the same or different groups compete for the 
same resources, the batch system checks the priority of their respective groups and users, and 
allocates those resources to the user with the highest priority. 

The “fair share” mechanism applies to guest users as well, except that these may only use free 
resources that are not otherwise allocated to customers. 

2.3. Added value 

2.3.1. Elasticity 

The “fair share” mechanism allows customers to use more resources than they paid for, as long 
as those extra resources are available on the cluster. This feature is called “elasticity” and 
means that customers need to size their cluster share according to the resources that they plan 
to use on average, not during peaks. For instance, if a customer expects to use 10 compute 
nodes most of the time with a few occasional peaks to 50 nodes, then a share equivalent to 20 
nodes may be sufficient to fulfil his/her needs. 

2.3.2. Pre-installed scientific software 

A wide range of open-source and commercial software from all scientific areas is installed on the 
cluster. The current list is published on the Scientific Computing wiki: 
https://scicomp.ethz.ch/wiki/Euler_applications_and_libraries 

We typically provide multiple versions (new, supported and legacy) of all software. Users can 
select a specific version, for example to ensure that a series of simulations spanning multiple 
months or years are all performed with the same software version. 
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2.3.3. Access control for licensed software 

Open-source software, and commercial software (e.g. MATLAB) for which ETH has a site 
license, is made available to all users. Customers who have purchased their own licenses for 
commercial software can use an ETH group (LDAP) to define who is authorized to use it.  

2.3.4. Custom scientific software 

Customers may request the installation of additional software necessary for their research. The 
customer may be asked to provide all material needed for the installation, including software 
installation packages, license keys and documentation. 

Straightforward installations requiring less than 1 day of work fall within the scope of the present 
SLA and are done at no cost to the customer. We reserve the right to limit the number of 
installations that a customer can request depending on the customer’s share of the cluster. 

More complex installations fall outside the scope of this SLA and must be handled as projects, 
billed on hourly basis or as part of a SIS service subscription.  

Guest users may install additional software themselves in their “home” directory on the cluster. 

We will not install any software that requires special privileges (e.g. installation or execution as 
“root”) or that may negatively impact the cluster’s operation. 

2.4. Limitations 

2.4.1. Processor limit for guest users 

Guest users are not entitled to a well-defined number of processors (cores) on Euler but may 
use the resources that are not currently allocated to customers’ jobs. To ensure a fair distribution 
of resources among guest users, the batch system limits the resources that a single guest user 
may use at any given time. The actual limits are indicated on the wiki: 

https://scicomp.ethz.ch/wiki/FAQ#What_are_the_processor_and_time_limits.3F 

These limits are identical for all guest users and cannot be adjusted on an individual basis. 

2.4.2. Processor limit for customers 

Customers are entitled to an amount of resources proportional to their share of the cluster. Their 
resource usage is averaged over time, which allows for “peaks” of high usage corresponding to 
a multiple of their share. To prevent one group or user from monopolizing the cluster, the height 
of these peaks is capped by a processor limit set at the group and user level. These limits are 
not constant but depend on the time (day/night, weekend) and the load of the cluster. 

Since the processor limit is always much higher than a customer’s share of the cluster, it has 
little impact on a customer’s ability to use their “fair share” of the cluster. 

The default limit is based on the size of a customer’s share. Special limits can be set for 
customers whose computations require higher peaks than normal, e.g. for scaling analyses. 
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2.4.3. Access to GPUs (Graphical Processing Units) 

GPUs are reserved exclusively to those customers who bought GPU nodes in the cluster. Guest 
users and customers who bought regular (non-GPU) nodes have no access to GPUs on Euler. 

The batch system uses different priorities and limits for “standard”, “high-end” and “professional” 
GPU nodes. Customers who bought a certain category of GPU node have full access to that 
category and those below, but limited access to the categories above. 

2.4.4. Wall-clock limit 

For operational reasons batch jobs cannot run indefinitely but are subject to wall-clock limits. 
Users must request enough wall-clock time when they submit a job. If the requested time 
exceeds the maximum allowed, the job is rejected. Running jobs are automatically terminated 
when they reach their requested run-time. The actual limits are indicated on the wiki:  

https://scicomp.ethz.ch/wiki/FAQ#What_are_the_processor_and_time_limits.3F 

2.4.5. Emergency limits 

We reserve the right to impose temporary limits to a group or to individual users if we observe 
that their jobs are impacting the overall performance of the cluster, for example by overloading 
the cluster’s networks or storage systems. Such limits are waived as soon as the situation has 
returned to normal. 

In urgent cases, jobs threatening the stability of the cluster may be suspended or terminated 
without prior notice. The user who submitted them may be blocked from running new jobs until 
the cause of the problem has been identified and fixed. 

2.4.6. Storage limits 

The amount of space and number of files that users can store in the cluster are limited. These 
limits vary depending on the file system. The actual limits are indicated on the wiki: 

https://scicomp.ethz.ch/wiki/Getting_started_with_clusters#Data_management 
https://scicomp.ethz.ch/wiki/Getting_started_with_clusters#Quotas 

2.4.7. Software environment 

The cluster is running the Community Enterprise OS (CentOS), an open-source version of Red 
Hat Enterprise Linux (RHEL). In general, applications that are not CentOS-compatible cannot be 
used on the cluster. Current or prospective customers who need to run Linux software on the 
cluster not certified for CentOS may ask the service owner for advice. 

Software distributed as Singularity container can be executed on the cluster, subject to certain 
technical and security constraints. Customers who need this feature should contact the service 
owner. 
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3. Quality 

3.1. Definitions 

The cluster is accessible if users can login, transfer files, work interactively on the login nodes 
and submit batch jobs. The cluster is productive if the batch system is processing jobs and if at 
least 50% of the cluster’s nominal computing capacity is available to batch jobs. 

The service is performing normally if the cluster is both accessible and productive. 

The service is degraded if the cluster is either accessible but non-productive or non-accessible 
but productive. It is unavailable if the cluster is both non-accessible and non-productive. 

3.2. Availability 

According to the rules for “white” services (see Annex A), the service hours are 09:00–16:00 
Monday-Friday except holidays. 

Outside of these hours, the service is provided on a “best effort” basis. 

The target accessibility during service hours (excluding planned maintenance) is 99.9%. 

3.3. Capacity 

The cluster’s computing capacity is designed to cover all the needs of its existing customers. To 
address the needs of new customers, we purchase in advance and operate more compute 
nodes than we have sold. 

These extra nodes constitute the “public share” of the cluster, which is used to provide extra 
elasticity to customers and free resources to guest users. 

The cluster’s storage capacity is designed to cover all the needs of its existing customers. To 
address the needs of new customers, we purchase in advance more storage than we have sold. 

Dedicated high-performance storage is made available to all users for free in the form of “scratch 
space”. This scratch space is provided as “best effort” and may be oversubscribed. In addition, 
scratch space is purged on a regular basis. 

3.4. Service continuity 

3.4.1. Built-in redundancy 

The cluster is designed for high-availability; login nodes, file servers and switches are all 
redundant. This allows us to perform routine software and hardware maintenance on the cluster 
itself without any interruption of service.  

3.4.2. Interruptions 

Interruptions may occur in case of failure of a critical, non-redundant component, or in case of 
simultaneous failure of redundant components. 
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Urgent maintenance is sometimes required to address security alerts. According to the rules 
applicable for “white” services (see Annex A), such interruptions shall not exceed 35 service 
hours. 

3.4.3. Server blackout 

All critical servers are operated in pairs. Although extremely unlikely, the simultaneous loss of a 
redundant pair of servers cannot be excluded. Such interruption may last for a few minutes to a 
few hours. 

3.4.4. Data centre blackout 

The data centre where Euler is located (LCA in Lugano) provides limited protection against 
power failures. 

In case of general power failure, most compute nodes in Euler will go down immediately, 
causing the loss of all jobs running on these nodes. 

Storage systems are connected to uninterruptible power supply (UPS), which protects them 
against short power losses or spikes, but not against longer interrupts. 

A general power failure may cause data corruption and/or damage critical cluster components. 
Depending on the severity of the incident, the restoration of the service (and data recovery from 
backup where available) may take several days or weeks. 

3.4.5. Tape backup 

Users’ “home” directories are backed up to a tape library every night. The cluster’s “work” and 
“project” file systems are backed up approximately once per week. (The backup interval may 
vary depending on the availability and performance of the tape library.) 

The backup retention time is 90 days. 

The cluster’s “scratch” file system is not backed up. 

Tape backups are geo-redundant (2 copies in 2 different locations). 

3.5. Planned and unplanned maintenance windows 

According to the rules for “white” services (see Annex A), planned maintenance windows are 
announced: 

• 2-6 weeks in advance for maintenance during service hours (see Section 3.2) 

• 1 week in advance for maintenance outside of service hours 

Unplanned maintenance windows are announced as early as possible (“best effort”). 
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3.6. Security 

3.6.1. Physical security 

The cluster is located in a shared computer room accessible to persons authorized by CSCS. 

3.6.2. Standard network security 

The cluster is located in a Virtual Private Zone (VPZ) that allows incoming connections via SSH 
from the ETH network to the cluster’s login nodes, and outgoing connections from all cluster 
nodes to the ETH network. 

Access from outside ETH is possible using the VPN service of ETH. 

Applications that need to access external HTTP(S) servers, e.g. software repositories, can do so 
using the ETH’s web proxy service. 

Customers whose applications need to access external servers through other protocols, such as 
license servers, must submit a request to the service owner. These requests will be evaluated 
on a case-by-case basis. 

4. Monitoring 

4.1. Quality control 

The health, performance and functionality of all cluster components are monitored. 

Defective and/or misbehaving components are automatically taken out of operation and checked 
for possible defects. Broken components are repaired or replaced by their respective vendor. 

All incidents are tracked electronically in an internal database. 

4.2. Capacity 

The batch system collects usage statistics in real time for every group and every individual user 
on the cluster. These data are used to generate detailed usage reports for each customer group, 
which are sent out every month. 

For privacy reasons, usage reports are sent only to their respective customer and are not shared 
with other groups or users, nor made public. 

The CPU load, memory usage, and network traffic of every compute node and of the cluster as a 
whole are monitored in real-time. These data are collected and stored in an internal database. 

4.3. Availability reports 

The availability of the cluster is monitored centrally. Statistics can be provided on request. 
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5. Options and additional features 

5.1. (Self-) configurable features and extensions (standard changes) 

5.1.1. Compute nodes 

We offer several types of compute nodes optimized for different use cases, for example: 

• standard compute node 

• large-memory compute node 

• node equipped with accelerators (GPUs) 

The detailed specifications and prices are updated at least once per year. The current list can be 
found in Annex B. Unless mentioned otherwise, compute nodes are provisioned in advance and 
are available for purchase at any time. 

5.1.2. Storage 

We offer several types of storage inside the cluster intended for different use cases, for example: 

• high-reliability “home” storage with hourly/daily/weekly snapshots (included in base 
package) 

• high-throughput “work” storage optimized for traditional HPC applications 

• low-latency “project” storage optimized for AI/ML and other I/O-intensive applications 

The backup policy is described in Article 3.4.5 

The detailed specifications and prices are updated at least once per year. The current list can be 
found in Annex B. Unless mentioned otherwise, storage is provisioned in advance and is 
available for purchase at any time. 

Since storage in the cluster is intended for computations, it is only offered in combination with 
compute nodes. 

Users who purchased NAS storage from IT Services or from their local IT Support Group (ISG) 
can also access it from the cluster, under certain conditions as described on the wiki: 

https://scicomp.ethz.ch/wiki/Storage_systems#External_storage  

5.2. Additional options (change request) 

Existing customers can order additional computing or storage capacity at any time. The ordering 
and billing process is the same as for first-time customers. This allows customers to start with a 
small share and increase it as their needs grow. 

Prospective customers who require different kinds of compute nodes and/or storage systems 
can contact the service owner. 
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5.3. Pricing 

The current specifications, prices and conditions are in Annex B. 

Some funding agencies (e.g. ERC, SNF) have special requirements on how their grants can be 
spent. The standard price list is not applicable in this case. If the customer is using such a grant 
to finance their investment, they should contact the service owner before purchasing the service, 
to verify that the funding agency’s conditions are met and to enquire about the applicable prices. 

5.4. Ordering 

The customer must confirm his/her intention to purchase the service in written from (e.g. email to 
cluster-support@id.ethz.ch or servicedesk@id.ethz.ch) including the following information: 

• Number and type of compute nodes that they intend to buy 

• Type and amount of storage that they intend to buy (if applicable) 

• Account(s) to be charged (Kostenstelle) 

• Name and address of the account owner (if different from the customer) 

• Contact person in charge of technical and security issues (by default, the account owner) 

• Name of the ETH user group (LDAP) defining who will be allowed to use the share 

The ETH user group must be created in the Identity and Access Management (IAM) system of 
ETH by the customer or their local IT Support Group (ISG) as described on the wiki: 

https://scicomp.ethz.ch/wiki/Managing_ETH_groups 

This information is used to create the share and to issue an internal invoice (via ETHIS) 
addressed to the customer and/or account owner. External invoices can be issued on request. 

By default, the service starts on the first day of the month following the order confirmation date 
and ends 4 years later. Upon request, the start date can be postponed up to 6 months in the 
future, for example to coincide with the beginning of a project. 

5.5. Invoicing 

The service must be paid up-front in one instalment. 

Invoices are generally issued in January, May and September. Orders placed after 31 August 
will be invoiced in January of the following year. 

In case of delay with the payment, the service owner reserves the right to discontinue the 
service and/or limit the resources provided to the customer until the invoice has been paid in full. 

5.6. Decommissioning / termination 

This service may be decommissioned by the service owner with a prior announcement of at 
least two years. Confirmed commitments will be honoured. 

A customer will be downgraded to guest user when their last share of the cluster expires. 
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Although customers may terminate the service at any time, they are not entitled to any refund or 
compensation for the unused portion of their share. 

Customers leaving ETH cannot claim compensation for the remaining validity of their share of 
the cluster. However, they can transfer it to their successor, their institute or department, or to 
another eligible customer. In the absence of such instructions from the customer or would-be 
beneficiaries, the corresponding resources will be returned to the public share. 

6. Administrative 

6.1. Security considerations 

Euler is not suitable and must not be used for projects dealing with confidential or strictly 
confidential data in the sense of Art. 22 of the Directive for Information Security at ETH. 

The “Leonhard Med” platform is designed for such projects. Please refer to the corresponding 
SLA for more information about that platform. 

6.2. General usage 

The cluster is open to any user with a valid ETH account. 
In general, only organizational units of ETH — professor, institute or department — can buy this 
service. Prospective customers with no budget responsibility cannot buy this service but must 
ask their budget officer to do it on their behalf. Members of other institutions can contact the 
service owner in order to discuss their eligibility. 

The customer does not buy physical compute nodes in the cluster but the right to use the 
corresponding resources on average. This average takes into account the historical usage over 
the last 6 months. The customer will not be penalized for any over-use that occurred more than 
6 months ago. Conversely, the customer is not entitled to any compensation for any under-use 
that occurred more than 6 months ago. 

6.3. Order and time limits 

The service can be ordered at any time via email to cluster-support@id.ethz.ch or 
servicedesk@id.ethz.ch or by opening a support ticket at http://smartdesk.ethz.ch. 

The required information is indicated in Articles 5.4–5.5 

6.4. Support and assistance hours 

Support requests must be submitted via email to cluster-support@id.ethz.ch or 
servicedesk@id.ethz.ch or by opening a support ticket at http://smartdesk.ethz.ch. 

According to rules applicable to “white” services (see Annex A) the Service Desk of IT Services 
is reachable Monday-Thursday from 08:00 to 17:00 and Friday from 08:00 to 16:00. 

The first response time is 24h on working days. 
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6.5. Escalation 

Technical issues that cannot be resolved by the Service Desk will be escalated to the Cluster 
Support team. 

Non-technical issues, e.g. general enquiries about the service or its contractual aspects, will be 
escalated to the service owner and, if necessary, to the section head of SIS. 

6.6. Documentation & training 

All user documentation and tutorials are published on the Scientific Computing wiki: 

https://scicomp.ethz.ch/wiki/User_documentation 

https://scicomp.ethz.ch/wiki/Tutorials 

We offer a half-day introduction course to new customers on demand. This course is free of 
charge for customers who invested more than 50 kCHF in the cluster. For other customers the 
base fee is 500 CHF for up to 5 participants, plus 100 CHF per additional participant. 

Advanced, customized courses on specific topics of interest to the customer can be organized 
on demand, for a fee. Such courses are not covered by this SLA. 

6.7. Data privacy 

Files stored in a user’s “home” folder are assumed to be private and protected by data privacy 
law. The service owner shall not transfer or grant access to these files to anyone, including the 
user’s supervisor, without the user’s explicit consent. 

Files in the customer’s “work” or “project” storage are assumed to be project data owned by the 
customer, not personal data owned by the end-user, with regard to data privacy law. As a 
consequence, the customer may ask the service owner to change the ownership and 
permissions of these files, e.g. to transfer or archive them after the departure of their original 
owner. 

6.8. Service owner’s responsibility 

The service owner is responsible for the day-to-day operation of the cluster. This includes 
keeping the system up-to-date, stable and secure, and ensuring the highest possible availability. 

The service owner is also responsible for provisioning sufficient resources to fulfil the needs of 
existing and prospective customers. 

6.9. Customer’s responsibility 

The customer must ensure that all legal and ethical requirements are fulfilled and is accountable 
for the activities of all users under his/her supervision. 

If the customer works with confidential or strictly confidential data, he/she must not use Euler but 
Leonhard Med or another system offering the same level of security. 

The customer must maintain a list of users allowed to work on the cluster (see Article 2.2.1). 
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The customer must check the monthly usage reports for his/her group and must contact the 
service owner without delay if he/she notices any error or inconsistency, in particular if this report 
includes a user who is not a member of his/her group. 

When a user’s ETH account expires, their access to the cluster is automatically revoked. In 
accordance with data privacy law, their personal “home” directory is deleted shortly thereafter. 
To prevent data loss, the customer must ensure that all users in his/her group transfer any work-
related data stored in their “home” directory to their supervisor before they leave ETH. 

The customer must renew his/her “work” or “project” storage before their expiration date. If 
he/she does not renew it, he/she must transfer all data stored there before the expiration date. 

The service owner declines all responsibility for data loss resulting from the customer’s failure to 
fulfil these obligations. 

6.10. Lifecycle management 

As legal owner of all cluster hardware, the service owner reserves the right to upgrade, repair, 
replace or decommission any cluster component at any time, without notifying the customer, as 
long as these operations do not affect the resources or the quality of service provided to the 
customer. 

7. General guidelines 

7.1. Disclaimer 

IT Services cannot be held responsible for damage caused directly or indirectly by the operation 
or failure of a service or a managed computer. 

7.2. Conditions of use 

The service is subject to the Benutzerordnung für Telematik (BOT, RSETHZ 203.21): 

https://rechtssammlung.sp.ethz.ch/Dokumente/203.21.pdf (German) 
https://rechtssammlung.sp.ethz.ch/Dokumente/203.21en.pdf (English) 

and to the Weisung “Informationssicherheit an der ETH Zürich” (RSETHZ 203.25): 

https://rechtssammlung.sp.ethz.ch/Dokumente/203.25.pdf (German) 
https://rechtssammlung.sp.ethz.ch/Dokumente/203.25en.pdf (English) 

Upon first login, cluster users are asked to read and accept an end-user agreement before they 
can use the cluster. That agreement is merely a summary of the most important rules in the BOT 
and in the present SLA and is no substitute for these documents. 

The present SLA is binding for all users.
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A. Service categories in IT Services
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B. Specifications and prices 

Compute nodes 
Code Description Specifications Availability Price CHF 
CN-M Medium-memory node 128 cores, 256 GiB On stock 10,000 
CN-L Large-memory node 128 cores, 512 GiB Low stock 12,500 
CN-1T Huge-memory node (1/2) 64 cores,1024 GiB Low stock 20,000 
CN-2T Huge-memory node (whole) 128 cores, 2048 GiB Low stock 40,000 

GPU resources 
Code Description Specifications Availability Price CHF 
GN-2H High-end Nvidia GPU (2 units) 2 x Nvidia RTX 3090 (24 GiB) or equivalent Q3 2022 10,000 
GN-1P Professional Nvidia GPU (1 unit) 1 x Nvidia Tesla A100 (new: 80 GiB) or equivalent Q3 2022 15,000 

Cluster storage and Globus file transfer service 
Code Description Main features Availability Price CHF 
ST-PR Project storage for AI/ML applications Very fast (SSD cache); hourly/daily/weekly snapshots On stock 400/TB 
ST-WK Work storage for HPC applications Optimized for large files (10 MB to 10 TB and beyond)  On stock 200/TB 
GL-FT Globus file transfer, yearly subscription Creation of local end-points; file sharing service Contact us ~2,500/year 

 
Specifications are indicative and may vary depending on supplier, product life cycle, technological changes, etc. 
Prices are valid for members of ETH, for orders placed after 1.7.2022, and subject to availability. 
Except for the yearly Globus file transfer subscription (GL-FT), all prices correspond to a one-time investment valid for 4 years. 
These prices include costs (e.g. VAT) that are not covered by funding agencies like the ERC. In case of doubt, please contact us. 
GPU resources correspond to either 1 or 2 GPUs in a GPU node and include the CPU cores and RAM necessary for the operation of the GPUs. 
Storage is offered only to customers who already own or are purchasing compute nodes or GPU resources in the Euler cluster. 
Project and work storage are optimized for different use cases. If you are not sure which one is best for you, please contact us before ordering. 
Storage prices include geo-redundant tape backup (two copies in two different locations). See section 3.4.5 for details. 
Memory is expressed in binary units (1 GiB = 2^30 bytes), whereas storage is expressed in decimal units (1 TB = 10^12 bytes). 


